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Abstract. In this paper, the calibration of a framework based in Multi-
agent Reinforcement Learning (RL) for generating motion simulations
of pedestrian groups is presented. The framework sets a group of au-
tonomous embodied agents that learn to control individually its instant
velocity vector in scenarios with collisions and friction forces. The result
of the process is a different learned motion controller for each agent. The
calibration of both, the physical properties involved in the motion of our
embodied agents and the corresponding dynamics, is an important issue
for a realistic simulation. The physics engine used has been calibrated
with values taken from real pedestrian dynamics. Two experiments have
been carried out for testing this approach. The results of the experiments
are compared with databases of real pedestrians in similar scenarios. As
a comparison tool, the diagram of speed versus density, known as funda-
mental diagram in the literature, is used.
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1 Introduction and related work

The use of pedestrian models, specifically microscopic models, ranges from the
study of architectural appropriateness in the use of public spaces, through the
damage estimations in panic situations, in hazardous environments such as
crowded bridges or arenas and in realistic simulations of urban environments
in video games. Thus, the simulation of pedestrians groups is an important tool
for all these areas. Several approaches exist to simulate crowds and groups of
pedestrians in different problem domains. The work of [22] uses autonomous
pedestrians to simulate commuters in a train station. In the works [6, 18], the
authors focus on simulation for evacuations. The work of [4] is suited towards
interactive games.

We have described a new approach based on a Multi-agent Reinforcement
Learning (MARL) framework oriented to the simulation of the navigation of
pedestrian groups [13]. The use of our learning framework have appealing prop-
erties in the pedestrian simulation problem and games development:



1. The learning process is performed off-line when the amount of computing
time is not critic. On the other hand, the learned knowledge that controls
the agent’s movements can be exploited on-line with little computational
cost in the simulation time (i.e. looking up a table).

2. Each agent learns from its own experience while interacting with the en-
vironment. Thus his behavior is different from the rest of the agents. The
existence of different behaviors in a group provides realism to the simulation.

3. The learned behaviors can be transferred among similar scenarios, acceler-
ating the learning process.

4. The learned behaviors are robust to scaling up the number of agents. Despite
the agent has learned in the presence of a specific number of other agents, the
behavior is valid in simulations where the number of agents increases [13].

In this paper we improve the realism of previous research by calibrating the
dynamic parameters of the simulation with values of real human pedestrians. We
perform two experiments in order to study the conformance of our framework
with existent empirical studies with real pedestrians. The first experiment is a
1-Dimensional pedestrian motion that is compared with a similar experiment
described by Seyfried [17]. The second experiment is a 2-Dimensional scenario
that is compared with two similar works carried out by Weidmann [27] and
Mori-Tsukaguchi [16].

The rest of the paper is structured as follows: Section 2 presents briefly our
Multi-agent RL framework. The Section 3 explains the dynamic model and the
calibration decisions. The Section 4 explains the validation experiments and its
results. The Section 5 shows the conclusions of the work.

2 Multi-agent RL framework

Reinforcement learning has a solid foundation inside the Machine Learning field.
It is applied to optimization problems that can be modeled as Markov Decision
Processes (MDP) [24]. An MDP is a 4-tuple constituted by an state space, S,
an action space, A, a probabilistic transition function (generally unknown in
practice) P : S × A × S → [0, 1] and the reward function R : S × A → R. In
a state, the decision process can select an action from the action space. Each
decision is accompanied by an immediate reward that represents its value in this
configuration. The goal is to find a policy, that is, a mapping between states
and actions, that provide the maximum discounted expected reward V (s) =
E{

∑
∞

t=0
γtrt} in each state of the space state. The discounted reward prevents

the agent from focusing only in the immediate rewards (with the risk of getting
stuck in a local maximum), taking into account the discounted values of future
rewards. The expected maximum reward is represented as a value function V (s)
and the discount parameter γ sets the influence of future rewards and rt is the
immediate reward in time t. The solution of the MDP problem arrives when a
good estimation of the value function V (s) is achieved which implies the existence
of a good policy. The dynamics of a RL algorithm in a control problem is as
follows. At time t an agent is in a state St and interacts with the environment



using an action A. Then, the environment returns an immediate reward rt+1

and the agent transitions to another state St+1 in which the agent will choose
another action A′. The 4-tuple St, A, rt+1, St+1 is the experience unit that uses
the family of control RL algorithms to update the value function named Q(s, a)
in the control problems because of the additional dependence of the action. The
process of updating the value function Q(s, a) is named credit assignment and
it is different for each RL algorithm and includes the selection of the action A′

for the updating purpose. In this work, Sarsa(λ) RL algorithm [24] is used due
to convergence issues explained below.

The state space for each agent is modeled with the features showed in Fig-
ure 1. The states that the agents sensorize follow a deictic representation. The
central premise underlying a deictic representation is that the agent only regis-
ters information about objects that are relevant to the task at hand [1] and this
information is sensorized relative to the agent to be independent of the environ-
ment. As can be seen in Figure 1, the chosen features provide local information
about the own kinematic state of the agent, the relative kinematic state of the
neighboring agents, and information about the position of the nearest static ob-
jects, like walls, respect to the agent. Similar features have been used previously
in pedestrian models and they are considered as relevant for the kinematic de-
scription of the pedestrian [19] or to characterize the imminence of the collision
[2]. It is important to note that this space state representation is fixed in the RL
framework. In each specific experiment, a subset of these features is selected. For
instance, in an environment without walls, the features that represent the obsta-
cles are deactivated. The use of a fixed general representation gives a powerful
generalization capability although also constraints the type of environments to
consider as it is discussed in the one-dimensional experiment described later.

Sag Module of the velocity of the agent.
Av Angle of the velocity vector relative

to the reference line.
Dgoal Distance to the goal (exit door).
Sreli Relative scalar velocity of the i-th

nearest neighbor.
Dagi Distance to the i-th nearest neigh-

bor.
Aagi Angle of the position of the i-th

nearest neighbor relative to the ref-
erence line.

Dobj Distance to the j-th nearest static
object (walls).

Aobj Angle of the position of the j-th
nearest static object relative to the
reference line.

Fig. 1. State space features. The reference line joins the agent with its goal.



The features of the state space introduced in Figure 1 are real valued but the
tuples of experience that the agent can represent is finite and do not cover all
the state space. Therefore, a generalization method is necessary to map the real
vectorial space into a discrete set of aggregations or categories. Although in other
works [13] Vector Quantization methods have been used, empirical results have
shown that tile coding is more appropriate for the experiments introduced in
this work. Tile coding [24, 25] is a specific case of linear function approximation
with binary, sparse features. If the set of actions is discrete as in our framework,
the value function for each action Qa is represented as a lineal combination of
the parameters Qa

t (s) =
∑n

i=1
θt(i)φs(i). Where the φs(i) features have binary

values. Whatever the number of dimensions of the space, it is divided exhaus-
tively in partitions named tilings. Each tiling partitions all the space so there are
as many partitions as tilings. Each element of a specific tiling is a tile and, given
a point in the state space, there is only one active tile per tiling associated to
this point. The total number of features present is always the same as the total
number of tiles of all tilings. To codify a point of the state space, a reference of
the tile that contains this point in the specific tiling is annotated. These refer-
ences (one per tiling) gives a value of one to the correspondent binary features
φ(i) remaining the rest with value 0.

Not all the RL algorithms converge to a solution if a linear function approx-
imation method is used. For instance off-policy methods like Q-learning have
problems of convergence with this representation. On the contrary, the Sarsa(λ)
algorithm is proved to converge with this type of function approximation.

Although the natural extension of the single agent RL problem to Multi-
Agent systems are the Markov Games [12], the use of joint actions of all learning
agents makes this approach difficult to use in practice, due to the combinatorial
explosion of the action space. On the other hand, if the goal of each agent is to
maximize their own reward, an approach based on independent learning agents
is adequate. Several problems in other domains have been addressed with this
approach, such as robot navigation [15, 21], cooperative problems [3], and the
Keepaway Soccer task [5]. The framework introduced in this work uses inde-
pendent learning processes for each agent. Therefore each agent sees the rest of
agents as a part of the environment.

3 Dynamic model and calibration

Calibrating a system means to provide correct or justified values to the param-
eters of the system according to the type of problem to be solved. In our case,
the parameters of the physics module have to be adjusted to represent a real
pedestrian environment. These adjustments are focused on two problems. First,
the collisions are critic in the macroscopic behavior of the pedestrians groups [7]
and have to be modeled carefully. The second problem is to model the actions
of the agent to change its kinematic state like real pedestrians do. An approach
that uses behavioral forces is used for this purpose. The agent has to learn in-
dividually how to define this behavioral force in each situation to control his



velocity. The physics simulator of the RL framework is the Open Dynamics En-
gine (ODE) library. ODE uses a first order semi-implicit Euler integrator that
has also been used in other physic engines like Box2D or Bullet because it is
stable and fast. The parameters discussed in this section have a direct corre-
spondence with internal ODE parameters making ODE’s calibration a straight
process.

The dynamic model of the agents can be included inside the self-driven many-
particle systems. In these systems, the particles have an internal energy reservoir
that feeds an individual driving force [9]. Examples of these systems are animal
herds, flocks of birds or traffic. In self-driven particles, the forces that actuate
in an agent can be divided in two groups: external forces Fj that are generated
by friction, collisions, pushing, etc. and an internal force Fi

driv
to generate the

agent’s behavioral driving motion which is the objective of the learning process.
The dynamic state of an agent is described by Equation 1, where Fc is the
collision force, Ffr is the friction between the two objects and the second term
is the friction force with the floor where µf is the friction coefficient, uv is the
unitary velocity vector and N is the normal force.

mia = Fi

driv
− µf |N|uv + Fc + Ffr (1)

Modeling collisions among agents is an important task because part of the
local interactions among agents consist of avoiding or suffering the collision with
other agents. Besides, in the RL approach, the anticipatory behavior in front of a
collision situation is learned through the experimentation with previous crashes
and its correspondent negative reward. We are interested in modeling the me-
chanical response of skin because it is the first contact element that participates
in the collision of two embodied agents. The models of the human skin, such
as [10], focus on the simulation of viscoelastic materials. A viscoelastic media
can be modeled by using the combination of two types of physic elements: springs
and dashpots. Two parameters configure this system: the elasticity module of
the Hook’s law, k, and the viscosity damping constant c. The elasticity module
derives directly from the Young module of the real materials. For the human
skin, the work of [10] sets values in a range between 0.3 MPa (MegaPascals) and
0.6 MPa. The model of friction in a contact point follows the Coulomb model
that states that the friction force is proportional to the normal to the surface
where the contact point is applied and µ is the friction coefficient. The work of
[14] studies friction of human skin set values of µ that oscillates in the range
of 0.5 to 1.5. However other situations can be modeled (i.e. considering friction
between two clothes) with the adequate values of the parameter µ. To model
the friction with the floor a value of µf corresponding to the friction of con-
crete with rubber has been selected. The Table 1 displays as a summary the
calibration values of our dynamic model.

An agent’s action can be understood as a behavioral force that the agents
apply to itself to modify its velocity vector as real pedestrians do. The varia-
tion of this velocity vector has been used to control the trajectories in other
pedestrian models [2] and it is carried out with two types of actions that actuate



simultaneously. One type varies the module of the velocity; the other varies its
angle (see Figure 1). The agent has to choose a pair of actions (one of each
type) in its decision. In terms of physics, each action pair is understood as the
parametrization of the physic impulse I = m(vt2 − vt1) of the behavioral force
from time t1 to t2.

The actions that varies the module of the velocity, the possible additions or
subtractions to the current velocity are the fractions 1

8
, 1

4
, 1

2
, 1

1
of a reference

value aref . This reference value has been set to 1.75m/s2 following the work of
[26] that obtained this value from video tracking sequences of real pedestrians in
a walkway. For the actions that varies the angle of the velocity, the work of [23]
states that, in normal conditions, pedestrians walk on a smooth trajectory. In
that work, the authors point out that the maximum change for walking direction
is of π

4
radians. In our framework, we also assign a maximum value of π

4
radians

to the inter-step variation of direction of velocity. Therefore, the possible angle
variations are the addition or subtractions of the fractions 1

8
, 1

4
, 1

2
, 1

1
of the

reference value π
4
.

The work of [11] states that the reaction time of a real pedestrian ranges
from 0.1 seconds to 0.8 seconds. In our experiments, it is set to 0.5 seconds.

The values for calibrating the actions are summarized in Table 1.

Young Module (Y ) 0.5 MPa
Mass 50 Kg
k 50000 Nw/m
c 4743 Kg/s
µ 1.0
µf 0.7

Maximum speed 1.8 m/s
Maximum change of direction π/4 rad
Maximum acceleration module (aref ) 1.75 m/s2
Reaction time 0.5 seconds

Table 1. Values used for calibrating the physics engine and the actions.

4 Experiments

Two experiments have been designed to study the conformance of the simula-
tion data of our approach with existing empirical data of studies in pedestrian
dynamics. The first experiment is a 1-Dimensional pedestrian motion that is
compared with a similar experiment described by Seyfried [17]. The second ex-
periment is a 2-Dimensional scenario that is compared with two similar works
carried out by Weidmann [27] and Mori-Tsukaguchi [16]. We use the fundamen-
tal diagram [20] as the primary test to check whether our model is suitable for
the dynamics of pedestrian streams. The fundamental diagram shows the rela-
tion between the speed (m/s) and the density (pedestrians/m2). In pedestrian



modeling, the comparison of the generated data with fundamental diagrams of
real data or other model’s data is used as a macroscopic validation method [23,
20].

4.1 Unidimensional experiment

The Seyfried’s work [17] uses sets of real pedestrians (students and administra-
tion staff of the Research Centre Jûlich, Germany) placed inside a closed oval
circuit of total length of 17.3 meters and 0.8 meters wide. There is a measure
section of 2 meters of length that is placed in a straight corridor of the circuit.
The test persons are placed uniformly inside the closed circuit and are instructed
to omit passing and not to hurry. The study takes measures of sets with 15, 20,
25, 30 and 34 pedestrians as they travel the circuit several times.

We designed a straight corridor which wideness is equal to the Seyfried’s
measure section straight corridor. The agents are a unique group of 30 individuals
placed in a line that begins at the middle point of the corridor to avoid border
effects. The goal, that is, the place where the agents have to learn to arrive, is
placed near the left end of the corridor. Dimensions of the measure section are
equal to those of the Seyfried’s experiment and it is placed near the goal. A
screen shot of the proposed environment set up is displayed in Table 2.

The behaviors of the learning agents have been modeled using the rewards
shown in Table 2. The agents have the capability of moving forward and rear-
ward, but are rewarded negatively if they choose this last option. Also, the
property of moving straight to the goal without veering between the walls is
rewarded positively by measuring the value of the angle of the agent’s velocity.
The agent is rewarded with a value of 0 when the selected action has not the
immediate consequences reported in the table.

Goal reached 100
Crash against another agent -10
Crash against a wall -1
Rearward Movement -15
Velocity with small angle re-
spect to the goal

0.1

(a) The environment (b) Values of the immediate rewards
Table 2. Environment and reward values of the One-dimensional experiment

The features of the state space in this experiment include the kinematic
description of the two nearest neighbors (the agent in front and behind) and
the features that describe one obstacle. Figure 3(a) shows the learning curve of
the learning processes for 30 agents. The performance reached to an asymptotic
zone at the end indicates that the learning process has converged to a policy.

In Figure 2, the fundamental diagrams are displayed for both the Seyfried
experiment and our results. The density is calculated by counting in each frame



the number of agents or fraction of agents present in the measured section (2
meters long). The speed values of both experiments are means of the data that
fall in the same range of density values. The values in our experiment have been
provided by the simulation of 100 trials3.

Fig. 2. Fundamental diagram for the One-dimensional experiment. The points are
averages of the Seyfried’s public database and averages of 100 simulations in case of
the RL framework with 30 agents. The standard error of each point is displayed

Our results cover all the range of values of density and velocity that appears
in the different experiments of Seyfried. In fact, attending to the number of
pedestrians, our graphic should be restricted to the range of values of the Seyfried
experiment with the same number of pedestrians. There are two main reasons
for this situation. First, the experiments are not exactly the same. The fact that
the pedestrians in the Seyfried experiment walk inside a closed circuit provides
a stationary mode of walking that is not possible in an open circuit like our
proposed corridor. Second, there are psychological aspects that influence the
behavior of the human pedestrians. Specifically, the fact that the test persons
in the Seyfried experiment have a global knowledge of the scenario makes that
their behavior were regular and predictable. A human tester in a closed line that
has no possibility of passing will adapt the velocity to keep a reasonable space
to not invade the vital space of other neighbors. The agents of our experiment,
although negatively reinforced when crashed with a neighbor, do not have this
global information of the whole situation and lacks of psychological restrictions.
In Figure 2 we can also observe that in the two extremes of densities, similar
mean speeds are obtained for both, our agents and the real pedestrians. Another
important property is that the mean velocity decreases with the increment of

3 Data available at the URL://http.ped-net.org



the density in both experiments, which is a characteristic of the fundamental
diagrams of pedestrians [20].

The graphic visualization of the simulations in a 3D virtual environment
also shows a good behavior of the agents which perform a credible simulation of
pedestrians through the corridor4.

4.2 Bidimensional experiment

The Weidmann’s diagram [27] summarizes the data of 25 different pedestrian
configurations without obstacles. This diagram is a reference for many other
studies of pedestrian dynamics in planar facilities like sidewalks, corridors or
halls. We have also considered for comparison the experiment of Mori-Tsukaguchi [16],
performed in an open space (without obstacles) with data from photographs of
flows of commuters at downtown of Osaka City5.

In our experiment, the bidimensional environment consists of a plane (40 x
40 meters) free of obstacles (see Table 3 for a picture of the actual environment).
The agents are placed far from a point that constitutes the goal (the place where
the agents have to learn to go). The only restriction to the free movement of an
agent is the presence of other agents in the vicinity.

Goal reached 100
Crash against another agent -10
Velocity with small angle re-
spect to the goal

0.1

(a) The environment (b) Values of the immediate rewards
Table 3. Environment and reward values of the Bidimensional experiment

In this experiment a group of 45 agents have learned to reach to the goal in
presence of other agents with the same goal. The features that describe the state
space includes the description of the kinematic characteristics of the 7 nearest
neighbors and do not include obstacle descriptions. The learning curve displayed
in Figure 3(b) is a mean of the 45 learning curves of the agents.

The values of the immediate rewards that model the behavior of the agents
are introduced in Table 3. Specifically, the third value of the table models the
tendency to a smooth trajectory reported in [23].

The velocity in the graphics is now measured as a weighted mean of the
velocity vector of the agents that cross a circle of radius 1 meter which is placed
in the proximity of the goal. The specific formulation for the calculation of the

4 See an example at http://www.uv.es/agentes/RL/line.htm
5 Data available at the URL http://www.ped-net.org



(a) learning process with 30 agents in
the One-dimensional experiment

(b) learning process with 45 agents in
the Bidimensional experiment

Fig. 3. Performance in the different learning processes. The data is the average of the
learning performance of each agent.

weighted averaged 2D densities and velocities of the fundamental diagram has
been described and justified in the works [8, 7].

In Figure 4 it is represented the databases of Weidmann and Mori-Tsukaguchi
together with our data in the range of densities achieved in our experiment. The
values of our agents fit with those of the Weidmann’s and Mori-Tsukaguchi
databases, with velocities slightly higher. A similar tendency of data is observed
in the compared experiments. Note the change of slope of the curves when the
density increases. The curves have a decreasing trend as stated for all funda-
mental diagrams of pedestrians.

The visualization of the simulations gives, as in the previous experiment, a
reasonable grade of plausibility6.

5 Conclusions

In this work, MARL motion issues for pedestrian simulation are described. The
motion model is based on driving forces controlled by the learned behaviors.
This work addresses several issues such as the definition of the MARL frame-
work and the motion model, the problem of the generalization of the state space,
and the calibration of the physics simulator. Several referenced experiments with
real pedestrians are used to test our simulation results. Although the authors
are aware of the gap between a real situation with human pedestrians and our
learning agents, the results indicate similarities in the learned dynamics of the
agents with those of the real pedestrians. The fundamental diagrams used for
comparing our results with the others described, share the characteristic of de-

6 See http://www.uv.es/agentes/RL/plane.htm



Fig. 4. Fundamental diagram for the Bidimensional experiment in comparison with
Weidmann and Mori-Tsukaguchi’s databases. The points are averages of 100 simula-
tions in our experiment with 45 agents. The standard error is displayed in our data.

creasing its speed with the increasing density that is an important property of
the pedestrian dynamics.

The visualization tests also support the results of the fundamental diagrams,
showing a realistic motion of the agents.
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